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Generalization and Overfitting

Definition
the ability of a classifier to perform well on future examples,
the ability to infer the correct structure from examples.
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Bias and variance
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Bias and variance
Bias and variance in regression

Suppose there is a true (but unknown) function f(x) that we want to approximate. We
are interested in the dependence of this approximation on the training sets D

Thus we average the mean-square deviation over all training sets D:

Err(x) = ED
[
(y(x;D)− f(x))2

]

TSAM Validation techniques November 9, 2018 6 / 35
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Generalization error estimation

There are many methods for estimating generalization error
Single-sample statistics
Split-sample or hold-out validation
Cross-validation
Jackknife, Bootstrap

TSAM Validation techniques November 9, 2018 7 / 35
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Generalization error estimation

Single-sample statistics
General form

Êin = ĒA + ôp,

where ĒA is the apparent error and ôp is an estimate of the “optimism”.

Akaike Information Criterion (AIC),
Bayesian Information Criterion (BIC),
Schwarz’s Bayesian Criterion (SBC),
Minimum Description Length principle (MDL),
etc.
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Simplest approach

Split-sample or hold-out validation
The data set is divided into “train” and “test” sets.
Both sets must be a representative sample of the classes.
Disadvantages:

it reduces the amount of data available for both training and test
different results for different train/test sets

TSAM Validation techniques November 9, 2018 9 / 35
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Cross validation

Random splits

A number of train/test splits are constructed randomly
Succesive test sets overlapp

k-fold validation
Randomly divide the data set into k parts.
Join (k − 1) parts into a new training set and train the classifier.
Use the part left aside to test the performance of the classifier.
Repeat the process to test with all of the k parts.
Average the k estimates and the result is an unbiased estimation.

TSAM Validation techniques November 9, 2018 10 / 35
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Cross validation

Leave One Out
The k-fold in its extreme version is to take k = N .
Each observation is tested on the classifier trained on the remaining
(N − 1) observations.

Leave K out
Is a less expensive version of LVO.
It is similar to k-fold validation, with Klko = N/k.

TSAM Validation techniques November 9, 2018 11 / 35
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Bootstrap techniques

Bootstrap is a procedure that samples the observed distribution, with
replacement, to generate sets of observations that are then used to
correct bias of the apparent error estimate.

TSAM Validation techniques November 9, 2018 12 / 35
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Bootstrap techniques

Error estimation
A first approach would be to fit the model on a set of bootstrap samples,
and evaluate it on the original set.

Let the data be denoted by X = (z1, z2, ..., zN ) where zi = (xi,yi) then

Êrrboot = Eb

 1

N

∑
zi∈X

‖ŷb(xi)− yi‖2


where prediction function yb is trained with the observations in X b.

However Êrrboot predictions are unrealistic, because the test samples and
the training samples have observations in common.

TSAM Validation techniques November 9, 2018 13 / 35
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Bootstrap techniques

Bootstrap bias correction
We can use Bootstrap error to estimate the bias of apparent error, in order
to obtain a better estimate.
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Bootstrap techniques

Bootstrap bias correction
We can use Bootstrap error to estimate the bias of apparent error, in order
to obtain a better estimate.

Implementation

Let the data be denoted by X = (z1, z2, ..., zN ) where zi = (xi,yi)

1 Generate a new set of data X b (the bootstrap sample).
2 Train the classifier using the new set.
3 Calculate the apparent error rate for this sample and denote it by ẽbA.
4 Calculate the error rate for this classifier (regarding the set X as the

entire population) and denote it by ẽbc.
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Bootstrap techniques

Implementation

5 Compute wb = ẽbA − ẽbc.
6 Repeat steps 1–5 B times.
7 The bootstrap bias of the apparent error rate is b̂iasboot = E[wb]:

b̂iasboot =
1

B

B∑
b=1

wb =
1

B

B∑
b=1

(ẽbA − ẽbc).

8 The bias-corrected version of the apparent error rate is given by:

e
(B)
A = eA − b̂iasboot.

TSAM Validation techniques November 9, 2018 14 / 35
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Bootstrap techniques
Observations

For classification error estimate
Mixture sampling: it may happen that one or more classes are not
represented in the bootstrap sample.
Separate sampling: all classes are represented in the same proportions
as the original data.
The number of bootstrap samples, B, can be taken to be of the order
of 25 to 100 for error rate estimation (Efron, 1990).
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Bootstrap techniques
Variants

0.632 Bootstrap

The 0.632 estimator is a linear combination of the apparent error rate and another
bootstrap error estimator, eB ,

e0.632 = 0.368eA + 0.632eB = eA + 0.632(eB − eA),

where eB is an estimator based on the patterns that do not appear in the sample.

If Ab is the set of patterns in X , but not in bootstrap sample X b, then

eB =

∑B
b=1

∑
x∈Ab

‖yb(x)− t‖2∑B
b=1 |Ab|

Why 0.632?

Pr{xi ∈ X b} = 1−
(
1− 1

N

)N
≈ 1− e−1 = 0.632

TSAM Validation techniques November 9, 2018 16 / 35
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Bootstrap techniques

Remarks

Either Cross-Validation and the Bootstraps estimates are significant improvements
over the apparent error rate.

They are asymptotically the same, but can behave differently in small samples.

Cross-Validation is roughly unbiased but can show large variability.

Bootstrap has lower variability and higher bias.

Bootstrap bias correction provides better bias vs variance trade-offs.

0.632 Bootstrap usually performs the best when there is no overfitting.
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Error measures

Error functions for neural networks (regression)

The central goal in network training is not to memorize the training data, but
rather to model the underlaying generator of the data.

The most general description of the generator of the data is in terms of the joint
probability density p(x, t) in the input-target space.

For making predictions of t for new values of x, we need to model the conditional
density p(t|x).

TSAM Validation techniques November 9, 2018 18 / 35
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Error functions

Maximum likelihood

The joint probability density can be decomposed:

p(x, t) = p(t|x)p(x)

For a set of training data {xn, tn} (assuming data points are drawn independently) the
likelihood can be written as

L =
∏
n

p(xn, tn) =
∏
n

p(tn|xn)p(xn).

Instead of maximizing the likelihood, it is more convenient to minimize its negative
logarithm

E = − lnL = −
∑
n

ln p(tn|xn)−
∑
n

ln p(xn).

where E is called an error function.

TSAM Validation techniques November 9, 2018 19 / 35
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Maximum likelihood

The joint probability density can be decomposed:
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Error functions

Sum-of-squares error

Consider the case of c (independently distributed) target variables tk
Assume that the target variable tk is given by some deterministic function of x with
added (zero mean) Gaussian noise ε: tk = yk(x) + εk.

The probability distribution of target variables is given by:

p(tk|x) = N (tk|yk(x), σ) =
1√

2πσ2
exp

(
− (yk(x)− tk)

2

2σ2

)
.

For N data points drawn independently the likelihood can be written

L =

N∏
n=1

c∏
k=1

N (tnk |yk(xn), σ) .

TSAM Validation techniques November 9, 2018 20 / 35
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Error functions

Sum-of-squares error

Recall that p(tk|x) = 1√
2πσ2

exp
(
− (yk(x)−tk)2

2σ2

)
, and taking the logarithm of the

likelihood function,

E =
1

2σ2

N∑
n=1

c∑
k=1

(yk(x
n)− tnk )2 +Nc lnσ +

Nc

2
ln (2π) .

Omitting the second and third terms, and the factor 1/σ2:

E =
1

2

N∑
n=1

‖y(xn)− tn‖2 .

We have derived the sum-of-squares error from the principle of maximum likelihood on
the assumption of Gaussian distributed target data.
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Error functions

Root-Mean-Square

ERMS =

√∑N
n=1 ‖y(xn)− tn‖2

N
.

The RMS error does not grow with the size of the data set.

Weighted sum of squares (for classification)

To deal with different prior probabilities between training and test sets:

E =
1

2

N∑
n=1

κn ‖y(xn)− tn‖2

where the weighting factors are given by:

κn =
p̃k
pk

for vector n in class Ck.
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Error functions

Sum of squares for classification
Every input vector xn from class Cl is labeled by its class membership,
with c target labels tnk = δkl (1-of-c coding).

The outputs approximate the Bayesian posterior probabilities:

yk(x) = P (Ck|x),

being P (Ck|x) the probability that x belongs to class Ck.

However, the target data is not Gaussian distributed in this case.

TSAM Validation techniques November 9, 2018 23 / 35
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Error functions

Cross-entropy
Given an input vector xn, the probability of observing the target labels
tnk = δkl is P (Cl|x) = yl.
The conditional distribution for this pattern can be written as

p(tn|xn) =
c∏

k=1

(ynk )t
n
k .

Then, the error function is obtained taking the negative logarithm of the
likelihood function:

E = −
∑
n

c∑
k=1

tnk ln(ynk ).

TSAM Validation techniques November 9, 2018 24 / 35
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Error functions

Cross-entropy
The minimum of this function occurs when ynk = tnk for all k and n, and it
takes the value

Emin = −
∑
n

c∑
k=1

tnk ln(tnk).

Then it is convenient to subtract off this minimum value to obtain the
error function in its final form

E = −
∑
n

c∑
k=1

tnk ln

(
ynk
tnk

)
.

TSAM Validation techniques November 9, 2018 24 / 35
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Common performance measures for classification

Error Rate and Accuracy Rate

Err =
number of errors

number of test examples

Acc =
number of hits

number of test examples
= 1− Err

Disadvantage: all misclassifications are treated with equal importance.

TSAM Validation techniques November 9, 2018 25 / 35
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Common performance measures for classification

Confusion matrix (two-class problem)

Predicted

Actual
+ -

+ TP FN N+

- FP TN N−

TSAM Validation techniques November 9, 2018 26 / 35
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Common performance measures for classification

Confusion matrix (two-class problem)

Predicted

Actual
+ -

+ TP FN N+

- FP TN N−

Precision and Recall

Recall (True Positive Rate, Sensitivity): TP
N+ = TP

TP+FN

Precision (Positive Predictive Value): TP
TP+FP

False Alarm Rate (False Positive Rate): FP
N− = FP

FP+TN

Specificity (True Negative Rate): TN
N− = 1− FPR
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Common performance measures for classification

Confusion matrix (two-class problem)

Predicted

Actual
+ -

+ TP FN N+

- FP TN N−

F1 Score
Is the harmonic mean of precision and recall

F1 = 2
precision× recall
precision + recall

=
2TP

2TP + FP + FN

TSAM Validation techniques November 9, 2018 26 / 35
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Common performance measures for classification

Confusion matrix (two-class problem)

Predicted

Actual
+ -

+ TP FN N+

- FP TN N−

Unweighted Accuracy Rate
Two classes:

UAR = 1
2

(
TP
N+ + TN

N−

)
Multiclass:

UAR = 1
NC

∑NC
i=1

Ti
Ni

TSAM Validation techniques November 9, 2018 26 / 35
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Common performance measures for classification

Reliability
Measures how well the posterior probabilities of class membership are
estimated.

TSAM Validation techniques November 9, 2018 27 / 35
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Common performance measures for classification

Reject Rate

This is a measure that take into account doubtful patterns (those that falls
near the decision boundary between the two classes) which are rejected
instead of assigning them to one of the categories under consideration.

A well-known reject option is to reject a pattern if its maximum
posteriori probability is below a threshold.
The larger the reject rate, the smaller the error rate.
A good choice for the reject rate is based on the costs associated with
reject and incorrect decisions.
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ROC curves

Receiver operating characteristic (ROC)

In the terminology of signal detection theory, the ROC curve is a plot of
the probability of detection against the probability of false alarm as
the detection threshold is varied.

TPR (true positive rate) vs FPR (false positive rate)

A ROC shows relative tradeoffs between benefits and costs

TPR(λ) =
1

N+
× number of (+) test samples correctly classified with λ

FPR(λ) =
1

N−
× number of (-) test samples incorrectly classified with λ
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ROC curves
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ROC curves
Interpretation

The lower left point (0, 0) represents the strategy of never issuing a
positive classification.
The unconditionally issuing positive classifications is represented by
the upper right point (1, 1).
The point (0, 1) represents perfect classification.
A good classification rule lies in the upper left triangle. The closer
that it gets to the upper corner the better.
A classification rule that guess a class produces a ROC curve that
follows the diagonal from the bottom left to the top right.
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ROC curves
Interpretation

The lower left point (0, 0) represents the strategy of never issuing a
positive classification.
The unconditionally issuing positive classifications is represented by
the upper right point (1, 1).
The point (0, 1) represents perfect classification.
A good classification rule lies in the upper left triangle. The closer
that it gets to the upper corner the better.
A classification rule that guess a class produces a ROC curve that
follows the diagonal from the bottom left to the top right.

Class skew
ROC curves have an attractive property: they are insensitive to changes in
class distribution. If the proportion of positive to negative instances
changes in a test set, the ROC curves will not change.
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ROC curves

Area under the ROC (AUC)
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ROC curves

Averaging ROC curves (Threshold averaging)
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ROC curves

Multi-Class ROC analysis
A method for handling k classes is to produce k different ROC
graphs, one for each class.
Class ci as the positive class and all other classes as the negative class,

Pi = ci

Ni =
⋃
j 6=i

cj ∈ C.

Multi-class AUC: measure the AUC for each class, then sum the
AUCs weighted by the class’s prevalence in the data,

AUCtot =
∑
ci∈C

p(ci)AUCci .
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