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Abstract

In recent years, interest in nonlinear dimensionality reduction has grown. This has led to the

proposal of various new nonlinear techniques that are claimed to be capable of dealing with complex

low-dimensional data. These techniques have been shown to outperform traditional linear techniques

on artificial tasks such as the Swiss roll task. Hitherto, the dimensionality reduction techniques have

not been compared in a systematic way. In this paper, we discuss and compare ten nonlinear tech-

niques for dimensionality reduction. We investigate the performance of the nonlinear techniques for

dimensionality reduction on artificial and natural tasks, and compare their performances to those of

the two principal linear techniques: (1) Principal Components Analysis, and (2) Linear Discriminant

Analysis. The experiments reveal that nonlinear techniques for dimensionality reduction perform well

on selected artificial tasks, but do not outperform the linear techniques on many real-world tasks.

The paper concludes that the results suggest that despite their theoretical capability to find complex

low-dimensional embeddings, nonlinear techniques for dimensionality reduction are not yet capable

of outperforming traditional linear techniques on real-world tasks. We foresee that the performance

of nonlinear techniques for dimensionality reduction will be improved by the development of new

techniques that represent the global structure of manifolds by a number of separate linear models.

Index Terms

Machine learning, feature extraction or construction, data and knowledge visualization.

I. INTRODUCTION

Dimensionality reduction is the transformation of high-dimensional data into a meaningful

representation of reduced dimensionality. Ideally, the reduced representation has a dimensionality

that corresponds to the intrinsic dimensionality of the data. The intrinsic dimensionality of

data is the minimum number of parameters needed to account for the observed properties

of the data [24]. Dimensionality reduction is important in many domains, since it facilitates

classification, visualization, and compression of high-dimensional data, by mitigating the curse

of dimensionality and other undesired properties of high-dimensional spaces [40].

In recent years, a large number of nonlinear techniques for dimensionality reduction have been

proposed [4], [20], [34], [45], [59], [63], [70], [68], [83]. These techniques have the ability

to deal with complex nonlinear data and therefore constitute traditional linear techniques for

dimensionality reduction, such as Principal Components Analysis (PCA) and Linear Discriminant
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Analysis (LDA). In particular for real world data, nonlinear dimensionality reduction techniques

may offer an advantage. Previous studies have shown that nonlinear techniques outperform

their linear counterparts on artificial tasks that are highly nonlinear. For instance, the Swiss

roll dataset comprises a set of points that lie on a spiral-like two-dimensional manifold within

a three-dimensional space. A vast number of nonlinear techniques are perfectly able to find

this embedding, whereas linear techniques fail to do so. In contrast to these successes on

artificial datasets, successful applications of nonlinear dimensionality reduction techniques on

natural datasets are scarce. Also, it is not clear to what extent the performances of the various

dimensionality reduction techniques differ on artificial and natural tasks.

This paper presents a systematic comparative study of linear and nonlinear dimensionality

reduction techniques. It performs both a theoretical and an empirical evaluation of techniques

for dimensionality reduction. It investigates the linear techniques PCA [36] and LDA [23] and

ten nonlinear techniques: multidimensional scaling (MDS) [15], [43], Isomap [69], [70], Kernel

PCA [52], [63], diffusion maps [45], [53], multilayer autoencoders [19], [34], Locally Linear

Embedding (LLE) [59], Laplacian Eigenmaps [4], Hessian LLE [20], Local Tangent Space

Analysis (LTSA) [83], and Locally Linear Coordination (LLC) [68]. Our comparative review

and evaluation includes all main techniques for dimensionality reduction, except self-organizing

maps [42] and their probabilistic extension GTM [9], because we consider these techniques

to be clustering techniques1. Neither do we discuss blind-source separation techniques such

as ICA [5]. Because of space limitations, our comparative review does not cover a number

of nonlinear techniques, most of which are variants or extensions of the ten reviewed dimen-

sionality reduction techniques. Techniques that are not discussed include principal curves [13],

Generalized Discriminant Analysis [3], kernel maps [66], Maximum Variance Unfolding [78],

conformal eigenmaps [64], Locality Preserving Projections [30], Linear Local Tangent Space

Alignment [81], Stochastic Proximity Embedding [1], FastMap [22], Geodesic Nullspace Anal-

ysis [11], and various methods that are based on the global alignment of linear models [10],

[58], [76].

The outline of the remainder of this paper is as follows. In section II, we give a formal definition

of dimensionality reduction. Section III briefly discusses two linear techniques for dimension-

1A theoretical discussion of the link between clustering and dimensionality reduction can be found in [6].
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ality reduction. Subsequently, section IV describes and discusses ten nonlinear techniques for

dimensionality reduction. Section V evaluates all techniques on theoretical characteristics. Then,

in section VI, we present an empirical evaluation of techniques for dimensionality reduction on

artificial and natural datasets. Section VII discusses the results of the experiments and identifies

weaknesses and points of improvement of the nonlinear techniques for dimensionality reduction.

Section VIII concludes on the added value of applying nonlinear dimensionality reduction

techniques to real-world tasks.

II. DIMENSIONALITY REDUCTION

The problem of (nonlinear) dimensionality reduction can be defined as follows. Suppose we

have a n × D matrix X consisting of n datavectors xi with dimensionality D, and that this

dataset has the intrinsic dimensionality d (where d < D, and often d � D). In mathematical

terms, intrinsic dimensionality means that the points in dataset X are lying on or near a

manifold with dimensionality d that is embedded in the D-dimensional space. A dimensionality

reduction technique transforms dataset X into a new dataset Y with dimensionality d, while

retaining the geometry of the data as much as possible. In general, neither the geometry of the

embedded manifold, nor the intrinsic dimensionality d of the dataset X are known. Therefore,

dimensionality reduction is an ill-posed problem that can only be solved by assuming certain

properties of the data (such as its intrinsic dimensionality).

Techniques for dimensionality reduction can be subdivided into various groups. Figure 1 shows

a taxonomy of these techniques. The main distinction between techniques for dimensionality

reduction is the distinction between linear and nonlinear techniques. Linear techniques assume

that the data lie on or near a linear subspace of the high-dimensional space. Nonlinear techniques

for dimensionality reduction do not rely on the linearity assumption as a result of which more

complex embeddings of the data in the high-dimensional space can be identified. The further

subdivisions in the taxonomy are discussed in the review in the following two sections.

III. LINEAR TECHNIQUES FOR DIMENSIONALITY REDUCTION

In section II, we formally defined the problem of dimensionality reduction, and presented

a taxonomy for techniques for dimensionality reduction. In the taxonomy, techniques for di-

mensionality reduction are subdivided into linear and nonlinear techniques. In this section, we
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Fig. 1. Taxonomy of dimensionality reduction techniques.

discuss the two main linear techniques for dimensionality reduction: (1) PCA and (2) LDA. We

discuss PCA and LDA in subsubsection III-.1 and subsubsection III-.2. Throughout the paper,

we denote a high-dimensional datapoint by xi, where xi is the ith row of the D-dimensional

data matrix X . The low-dimensional counterpart of xi is denoted by yi, where yi is the ith row

of the d-dimensional data matrix Y .

1) PCA: Principal Components Analysis (PCA) [36] constructs a low-dimensional represen-

tation of the data that describes as much of the variance in the data as possible. This is done by

finding a linear basis of reduced dimensionality for the data, in which the amount of variance

in the data is maximal.

In mathematical terms, PCA attempts to find a linear mapping M that maximizes MT covX−X̄ M ,

where covX−X̄ is the covariance matrix of the zero mean data X . It can be shown that this linear

mapping is formed by the d principal eigenvectors (i.e., principal components) of the covariance

matrix of the zero-mean data2. Hence, PCA solves the eigenproblem

cov
X−X̄

M = λM (1)

2PCA maximizes MT covX−X̄ M with respect to M , under the constraint that |M | = 1. This constraint can be enforced by

introducing a Lagrange multiplier λ. Hence, an unconstrained maximization of MT covX−X̄ M + λ(1−MT M) is performed.

A stationary point of this quantity is to be found when covX−X̄ M = λM .

May 7, 2007 DRAFT



VAN DER MAATEN et al.: DIMENSIONALITY REDUCTION: A COMPARATIVE REVIEW 6

The eigenproblem is solved for the d principal eigenvalues λ. The low-dimensional data repre-

sentations yi of the datapoints xi are computed by mapping them onto the linear basis M , i.e.,

Y = (X − X̄)M .

PCA has been successfully applied in a large number of domains such as face recognition [74]

and coin classification [37]. The main drawback of PCA is that the size of the covariance

matrix is proportional to the dimensionality of the datapoints. As a result, the computation of

the eigenvectors might be infeasible for very high-dimensional data. Approximation methods,

such as Simple PCA [56], deal with this problem by applying an iterative Hebbian approach in

order to estimate the principal eigenvectors of the covariance matrix.

2) LDA: Linear Discriminant Analysis (LDA) [23] attempts to maximize the linear separa-

bility between datapoints belonging to different classes. In contrast to most other dimensionality

reduction techniques examined in this paper, LDA is a supervised technique.

LDA finds a linear mapping M that maximizes the linear class separability in the low-dimensional

representation of the data. The criteria that are used to formulate linear class separability in LDA

are the within-class scatter Sw and the between-class scatter Sb, which are defined as

Sw =
∑

c

pc cov
Xc−X̄c

(2)

Sb = cov
X−X̄

−Sw (3)

where pc is the class prior of class label c, covXc−X̄c is the covariance matrix of the zero mean

datapoints xi assigned to class c ∈ C (where C is the set of possible classes), and covX−X̄ is the

covariance matrix of the zero mean data X . LDA optimizes the ratio between the within-class

scatter Sw and the between-class scatter Sb in the low-dimensional representation of the data,

by finding a linear mapping M that maximizes the so-called Fisher criterion

φ(M) =
MTSbM

MTSwM
(4)

This maximization can be performed by computing the d principal eigenvectors of S−1
w Sb (under

the requirement d < |C|). The low-dimensional data representation Y of the datapoints in X

can be computed by mapping them onto the linear basis M , i.e., Y = (X − X̄)M .

LDA has been successfully applied in a large number of classification tasks. Successful appli-

cations include speech recognition [28] and document classification [73].
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IV. NONLINEAR TECHNIQUES FOR DIMENSIONALITY REDUCTION

In section III, we discussed the two main linear techniques for dimensionality reduction, which

are established and well understood. In contrast, most nonlinear techniques for dimensionality

reduction have been proposed more recently and are therefore less well studied. In this section,

we discuss ten nonlinear techniques for dimensionality reduction. Nonlinear techniques for

dimensionality reduction can be subdivided into three main types3: (1) techniques that attempt

to preserve global properties of the original data in the low-dimensional representation, (2)

techniques that attempt to preserve local properties of the original data in the low-dimensional

representation, and (3) techniques that perform global alignment of a number of linear models.

In subsection IV-A, we discuss five global nonlinear techniques for dimensionality reduction.

Subsection IV-B presents four local nonlinear techniques for dimensionality reduction. Subsec-

tion IV-C presents one method that performs global alignment of a number of linear models.

A. Global techniques

Global nonlinear techniques for dimensionality reduction are techniques that attempt to pre-

serve global properties of the data. The subsection presents five global nonlinear techniques for

dimensionality reduction: (1) MDS, (2) Isomap, (3) Kernel PCA, (4) diffusion maps, and (5)

multilayer autoencoders. The techniques are discussed in subsubsection IV-A.1 to IV-A.5.

1) MDS: Multidimensional scaling (MDS) [15], [43] represents a collection of nonlinear tech-

niques that maps the high-dimensional data representation to a low-dimensional representation

while retaining the pairwise distances between the datapoints as much as possible. The quality

of the mapping is expressed in the stress function, a measure of the error between the pairwise

distances in the low-dimensional and high-dimensional representation of the data. Two important

examples of stress functions are the raw stress function and the Sammon cost function. The raw

stress function is defined by

φ(Y ) =
∑
ij

(‖xi − xj‖ − ‖yi − yj‖)2 (5)

3The reader should note that although diffusion maps and Kernel PCA are global methods, they can behave as local methods

depending on the choice of the kernel.
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in which ‖xi−xj‖ is the Euclidean distance between the high-dimensional datapoints xi and xj

and ‖yi − yj‖ is the Euclidean distance between the low-dimensional datapoints yi and yj . The

Sammon cost function is given by

φ(Y ) =
1∑

ij‖xi − xj‖
∑
ij

(‖xi − xj‖ − ‖yi − yj‖)2

‖xi − xj‖
(6)

The Sammon cost function differs from the raw stress function in that it puts more emphasis

on retaining distances that were originally small. The minimization of the stress function can be

performed using various methods, such as the eigendecomposition of a pairwise distance matrix,

the conjugate gradient method, or a pseudo-Newton method [15].

MDS is widely used for the visualization of data, e.g., in fMRI analysis [67] and in molecular

modelling [75]. The popularity of MDS has led to the proposal of variants such as SPE [1],

SNE [33], and FastMap [22].

2) Isomap: Multidimensional scaling has proven to be successful in many applications, but

it suffers from the fact that it is based on Euclidean distances, and does not take into account

the distribution of the neighboring datapoints. If the high-dimensional data lies on or near a

curved manifold, such as in the Swiss roll dataset [69], MDS might consider two datapoints as

near points, whereas their distance over the manifold is much larger than the typical interpoint

distance. Isomap [69] is a technique that resolves this problem by attempting to preserve pairwise

geodesic (or curvilinear) distances between datapoints. Geodesic distance is the distance between

two points measured over the manifold.

In Isomap [69], the geodesic distances between the datapoints xi are computed by constructing a

neighborhood graph G, in which every datapoint xi is connected with its k nearest neighbors xij

in the dataset X . The shortest path between two points in the graph forms a good (over)estimate

of the geodesic distance between these two points, and can easily be computed using Dijkstra’s

shortest-path algorithm. The geodesic distances between all datapoints in X are computed,

thereby forming a pairwise geodesic distance matrix. The low-dimensional representations yi

of the datapoints xi in the low-dimensional space Y are computed by applying multidimensional

scaling (see subsection IV-A.1) on the resulting distance matrix.

An important weakness of the Isomap algorithm is its topological instability [2]. Isomap may

construct erroneous connections in the neighborhood graph G. Such short-circuiting [47] can

severely impair the performance of Isomap. Several approaches were proposed to overcome the
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problem of short-circuiting, e.g., by removing datapoints with large total flows in the shortest

path-algorithm [14] or by removing nearest neighbors that violate local linearity of the neigh-

borhood graph [62]. Furthermore, Isomap may suffer from holes in the manifold, a problem that

can be dealt with by tearing manifolds with holes [47]. A third weakness of Isomap is that it

can fail if the manifold is nonconvex [70]. Despite these weaknesses, Isomap was successfully

applied on tasks such as wood inspection [54], and visualization of biomedical data [49].

3) Kernel PCA: Kernel PCA (KPCA) is the reformulation of traditional linear PCA in a

high-dimensional space that is constructed using a kernel function [63]. In recent years, the

reformulation of linear techniques using the ’kernel trick’ has led to the proposal of successful

techniques such as kernel ridge regression and Support Vector Machines [65]. Kernel PCA com-

putes the principal eigenvectors of the kernel matrix, rather than those of the covariance matrix.

The reformulation of traditional PCA in kernel space is straightforward, since a kernel matrix is

similar to the inproduct of the datapoints in the high-dimensional space that is constructed using

the kernel function. The application of PCA in kernel space provides Kernel PCA the property

of constructing nonlinear mappings.

Kernel PCA computes the kernel matrix K of the datapoints xi. The entries in the kernel matrix

are defined by

kij = κ(xi, xj) (7)

where κ is a kernel function [65]. Subsequently, the kernel matrix K is centered using the

following modification of the entries

kij = kij −
1

n

∑
l

kil −
1

n

∑
l

kjl +
1

n2

∑
lm

klm (8)

The centering operation corresponds to subtracting the mean of the features in traditional PCA. It

makes sure that the features in the high-dimensional space defined by the kernel function are zero-

mean. Subsequently, the principal d eigenvectors vi of the centered kernel matrix are computed.

It can be shown that the eigenvectors of the covariance matrix αi (in the high-dimensional space

constructed by κ) are scaled versions of the eigenvectors of the kernel matrix vi

αi =
1√
λi

vi (9)

In order to obtain the low-dimensional data representation, the data is projected onto the eigen-

vectors of the covariance matrix αi. The result of the projection (i.e., the low-dimensional data
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representation Y ) is given by

Y =

{∑
j

α1κ(xj, x),
∑

j

α2κ(xj, x), ...,
∑

j

αdκ(xj, x)

}
(10)

where κ is the kernel function that was also used in the computation of the kernel matrix. Since

Kernel PCA is a kernel-based method, the mapping performed by Kernel PCA highly relies on

the choice of the kernel function κ. Possible choices for the kernel function include the linear

kernel (making Kernel PCA equal to traditional PCA), the polynomial kernel, and the Gaussian

kernel [65].

Kernel PCA has been successfully applied to, e.g., speech recognition [50], and novelty detec-

tion [35]. An important drawback of Kernel PCA is that the size of the kernel matrix is square

with the number of instances in the dataset. An approach to resolve this drawback is proposed

in [72].

4) Diffusion maps: The diffusion maps (DM) framework [45], [53] originates from the field

of dynamical systems. Diffusion maps are based on defining a Markov random walk on the

graph of the data. By performing the random walk for a number of timesteps, a measure for the

proximity of the datapoints is obtained. Using this measure, the so-called diffusion distance is

defined. In the low-dimensional representation of the data, the pairwise diffusion distances are

retained as well as possible.

In the diffusion maps framework, a graph of the data is constructed first. The weights of the

edges in the graph are computed using the Gaussian kernel function, leading to a matrix W with

entries

wij = e−
‖xi−xj‖

2

2σ2 (11)

where σ indicates the variance of the Gaussian. Subsequently, normalization of the matrix W is

performed in such a way that its rows add up to 1. In this way, a matrix P (1) is formed with

entries

p
(1)
ij =

wij∑
k wik

(12)

Since diffusion maps originate from dynamical systems theory, the resulting matrix P (1) is

considered a Markov matrix that defines the forward transition probability matrix of a dynamical

process. Hence, the matrix P (1) represents the probability of a transition from one datapoint to

another datapoint in a single timestep. The forward probability matrix for t timesteps P (t) is
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given by (P (1))t. Using the random walk forward probabilities p(t)
ij , the diffusion distance is

defined by

D(t)(xi, xj) =
∑

k

(p
(t)
ik − p

(t)
jk )2

ψ(0)(xk)
(13)

In the equation, ψ(0)(xi) is a term that attributes more weight to parts of the graph with high

density. It is defined by ψ(0)(xi) = miP
j mj

, where mi is the degree of node xi defined by

mi =
∑

j pji. From Equation 13, it can be observed that pairs of datapoints with a high forward

transition probability have a small diffusion distance. The key idea behind the diffusion distance

is that it is based on many paths through the graph. This makes the diffusion distance more robust

to noise than, e.g., the geodesic distance. In the low-dimensional representation of the data Y ,

diffusion maps attempt to retain the diffusion distances. Using spectral theory on the random

walk, it can be shown4 that the low-dimensional representation Y that retains the diffusion

distances is formed by the d nontrivial principal eigenvectors of the eigenproblem

P (t)Y = λY (14)

Because the graph is fully connected, the largest eigenvalue is trivial (viz., λ1 = 1), and its

eigenvector v1 is thus discarded. The low-dimensional representation Y is given by the next d

principal eigenvectors. In the low-dimensional representation, the eigenvectors are normalized

by their corresponding eigenvalues. Hence, the low-dimensional data representation is given by

Y = {λ2v2, λ3v3, ..., λd+1vd+1} (15)

5) Multilayer autoencoders: Multilayer encoders are feed-forward neural networks with an

odd number of hidden layers [19], [34]. The middle hidden layer has d nodes, and the input

and the output layer have D nodes. An example of an autoencoder is shown schematically in

Figure 2. The network is trained to minimize the mean squared error between the input and the

output of the network (ideally, the input and the output are equal). Training the neural network

on the datapoints xi leads to a network in which the middle hidden layer gives a d-dimensional

representation of the datapoints that preserves as much information in X as possible. The low-

dimensional representations yi can be obtained by extracting the node values in the middle hidden

layer, when datapoint xi is used as input. If linear activation functions are used in the neural

4See [45] for the derivation.
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network, an autoencoder is very similar to PCA [44]. In order to allow the autoencoder to learn

a nonlinear mapping between the high-dimensional and low-dimensional data representation,

sigmoid activation functions are generally used.

Multilayer autoencoders usually have a high number of connections. Therefore, backpropagation

approaches converge slowly and are likely to get stuck in local minima. In [34], this drawback

is overcome by performing a pretraining using Restricted Boltzmann Machines (RBMs) [32].

RBMs are neural networks of which the units are binary and stochastic, and in which connections

between hidden units are not allowed. RBMs can successfully be used to train neural networks

with many hidden layers using a learning approach based on simulated annealing. Once the

pretraining using RBMs is performed, finetuning of the network weights is performed using

backpropagation. As an alternative approach, genetic algorithms [57] can be used to train an

autoencoder.

Fig. 2. Schematic structure of an autoencoder.

B. Local techniques

Subsection IV-A presented five techniques for dimensionality reduction that attempt to retain

global properties of the data. In contrast, local nonlinear techniques for dimensionality reduc-

tion are based on solely preserving properties of small neighborhoods around the datapoints.

This subsection presents four local nonlinear techniques for dimensionality reduction: (1) LLE,

(2) Laplacian Eigenmaps, (3) Hessian LLE, and (4) LTSA in subsubsection IV-B.1 to IV-B.4. The

central claim of these techniques is that by preservation of local properties of the data, the global
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layout of the data manifold is retained as well. In essence, local techniques for dimensionality

reduction can be viewed upon as definitions of specific local kernel functions for Kernel PCA.

Therefore, these techniques can be rewritten within the Kernel PCA framework [6], [29]. In

this paper, we do not elaborate further on the theoretical connection between local methods for

dimensionality reduction and Kernel PCA.

1) LLE: Local Linear Embedding (LLE) [59] is a local technique for dimensionality re-

duction that is similar to Isomap in that it constructs a neighborhood graph representation of

the datapoints. In contrast to Isomap, it attempts to preserve solely local properties of the data,

making LLE less sensitive to short-circuiting than Isomap. Furthermore, the preservation of local

properties allows for successful embedding of nonconvex manifolds. In LLE, the local properties

of the data manifold are constructed by writing the datapoints as a linear combination of their

nearest neighbors. In the low-dimensional representation of the data, LLE attempts to retain the

reconstruction weights in the linear combinations as well as possible.

LLE describes the local properties of the manifold around a datapoint xi by writing the datapoint

as a linear combination Wi (the so-called reconstruction weights) of its k nearest neighbors xij .

Hence, LLE fits a hyperplane through the datapoint xi and its nearest neighbors, thereby assuming

that the manifold is locally linear. The local linearity assumption implies that the reconstruction

weights Wi of the datapoints xi are invariant to translation, rotation, and rescaling. Because

of the invariance to these transformations, any linear mapping of the hyperplane to a space of

lower dimensionality preserves the reconstruction weights in the space of lower dimensionality.

In other words, if the low-dimensional data representation preserves the local geometry of the

manifold, the reconstruction weights Wi that reconstruct datapoint xi from its neighbors in the

high-dimensional data representation also reconstruct datapoint yi from its neighbors in the low-

dimensional data representation. As a consequence, finding the d-dimensional data representation

Y amounts to minimizing the cost function

φ(Y ) =
∑

i

(yi −
k∑

j=1

wijyij)
2 (16)
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It can be shown5 that the coordinates of the low-dimensional representations yi that minimize

this cost function can be found by computing the eigenvectors corresponding to the smallest d

nonzero eigenvalues of the inproduct of (I−W ). In this formula, I is the n×n identity matrix.

LLE has been successfully applied for, e.g., superresolution [12] and sound source localiza-

tion [21]. However, there also exist experimental studies that report weak performance of LLE.

In [49], LLE was reported to fail in the visualization of even simple synthetic biomedical datasets.

In [39], it is claimed that LLE performs worse than Isomap in the derivation of perceptual-

motor actions. A possible explanation lies in the difficulties that LLE has when confronted with

manifolds that contain holes [59].

2) Laplacian Eigenmaps: Similar to LLE, Laplacian Eigenmaps find a low-dimensional data

representation by preserving local properties of the manifold [4]. In Laplacian Eigenmaps, the

local properties are based on the pairwise distances between near neighbors. Laplacian Eigenmaps

compute a low-dimensional representation of the data in which the distances between a datapoint

and its k nearest neighbors are minimized. This is done in a weighted manner, i.e., the distance

in the low-dimensional data representation between a datapoint and its first nearest neighbor

contributes more to the cost function than the distance between the datapoint and its second

nearest neighbor. Using spectral graph theory, the minimization of the cost function is defined

as an eigenproblem.

The Laplacian Eigenmap algorithm first constructs a neighborhood graph G in which every

datapoint xi is connected to its k nearest neighbors. For all points xi and xj in graph G that are

connected by an edge, the weight of the edge is computed using the Gaussian kernel function (see

Equation 11), leading to a sparse adjacency matrix W . In the computation of the low-dimensional

representations yi, the cost function that is minimized is given by

φ(Y ) =
∑
ij

(yi − yj)
2wij (17)

In the cost function, large weights wij correspond to small distances between the datapoints xi

and xj . Hence, the difference between their low-dimensional representations yi and yj highly

contributes to the cost function. As a consequence, nearby points in the high-dimensional space

5φ(Y ) = (Y − WY )2 = Y T (I − W )T (I − W )Y is the function that has to be minimized. Hence, the eigenvectors of

(I − W )T (I − W ) corresponding to the smallest nonzero eigenvalues form the solution that minimizes φ(Y ).
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are brought closer together in the low-dimensional representation.

The computation of the degree matrix M and the graph Laplacian L of the graph W allows

for formulating the minimization problem as an eigenproblem. The degree matrix M of W is a

diagonal matrix, whose entries are the row sums of W (i.e., mii =
∑

j wij). The graph Laplacian

L is computed by L = M −W . It can be shown that the following holds6

φ(Y ) =
∑
ij

(yi − yj)
2wij = 2Y TLY (18)

Hence, minimizing φ(Y ) is proportional to minimizing Y TLY . The low-dimensional data rep-

resentation Y can thus be found by solving the generalized eigenvector problem

Lv = λMv (19)

for the d smallest nonzero eigenvalues. The d eigenvectors vi corresponding to the smallest

nonzero eigenvalues form the low-dimensional data representation Y .

Laplacian Eigenmaps have been successfully applied to, e.g., clustering [80] and face recogni-

tion [31].

3) Hessian LLE: Hessian LLE (HLLE) [20] is a variant of LLE that minimizes the ’curviness’

of the high-dimensional manifold when embedding it into a low-dimensional space, under the

constraint that the low-dimensional data representation is locally isometric. This is done by the

eigenanalysis of a matrix H that describes the curviness of the manifold around the datapoints.

The curviness of the manifold is measured by means of the local Hessian at every datapoint.

The local Hessian is represented in the local tangent space at the datapoint, in order to obtain

a representation of the local Hessian that is invariant to differences in the positions of the

datapoints. It can be shown7 that the coordinates of the low-dimensional representation can be

found by performing an eigenanalysis of H.

Hessian LLE starts with identifying the k nearest neighbors for each datapoint xi using Euclidean

distance. In the neighborhood, local linearity of the manifold is assumed. Hence, a basis for the

local tangent space at point xi can be found by applying PCA on its k nearest neighbors xij . In

other words, for every datapoint xi, a basis for the local tangent space at point xi is determined

6Note that φ(Y ) =
P

ij(yi−yj)
2wij =

P
ij(y

2
i +y2

j −2yiyj)wij =
P

i y2
i mii +

P
j y2

j mjj −2
P

ij yiyjwij = 2Y T MY −

2Y T WY = 2Y T LY

7The derivation is too extensive for this paper, but can be found in [20].
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by computing the d principal eigenvectors M = {m1,m2, ...,md} of the covariance matrix

covxij
−xij

. Note that the above requires that k ≥ d. Subsequently, an estimator for the Hessian

of the manifold at point xi in local tangent space coordinates is computed. In order to do this, a

matrix Zi is formed that contains (in the columns) all cross products of M up to the dth order

(including a column with ones). The matrix Zi is orthonormalized by applying Gram-Schmidt

orthonormalization on the matrix Zi. The estimation of the tangent Hessian Hi is now given by

the transpose of the last d(d+1)
2

columns of the matrix Zi. Using the Hessian estimators in local

tangent coordinates, a matrix H is constructed with entries

Hlm =
∑

i

∑
j

((Hi)jl × (Hi)jm) (20)

The matrix H represents information on the curviness of the high-dimensional data manifold. An

eigenanalysis of H is performed in order to find the low-dimensional data representation that min-

imizes the curviness of the manifold. The eigenvectors corresponding to the d smallest nonzero

eigenvalues of H are selected and form the matrix Y , which contains the low-dimensional

representation of the data.

4) LTSA: Similar to Hessian LLE, Local Tangent Space Analysis (LTSA) is a technique

that describes local properties of the high-dimensional data using the local tangent space of

each datapoint [83]. LTSA is based on the observation that, if local linearity of the manifold is

assumed, there exists a linear mapping from a high-dimensional datapoint to its local tangent

space, and that there exists a linear mapping from the corresponding low-dimensional datapoint

to the same local tangent space [83]. LTSA attempts to align these linear mappings in such

a way, that they construct the local tangent space of the manifold from the low-dimensional

representation. In other words, LTSA simultaneously searches for the coordinates of the low-

dimensional data representations, and for the linear mappings of the low-dimensional datapoints

to the local tangent space of the high-dimensional data.

Similar to Hessian LLE, LTSA starts with computing bases for the local tangent spaces at the

datapoints xi. This is done by applying PCA on the k datapoints xij that are neighbors of

datapoint xi. This results in a mapping Mi from the neighborhood of xi to the local tangent

space Θi. A property of the local tangent space Θi is that there exists a linear mapping Li from

the local tangent space coordinates θij to the low-dimensional representations yij . Using this
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property of the local tangent space, LTSA performs the following minimization

min
Yi,Li

∑
i

‖ YiJk − LiΘi ‖2 (21)

where Jk is the centering matrix of size k [65]. It can be shown8 that the solution of the

minimization is formed by the eigenvectors of an alignment matrix B that correspond to the

d smallest nonzero eigenvalues of B. The entries of the alignment matrix B are obtained by

iterative summation (for all matrices Vi and starting from bij = 0 for ∀ij)

BNiNi
= BNiNi

+ Jk(I − ViV
T
i )Jk (22)

where Ni is a selection matrix that contains the indices of the nearest neighbors of datapoint xi.

Subsequently, the low-dimensional representation Y is obtained by computation of the eigenvec-

tors corresponding to the d smallest nonzero eigenvectors of the symmetric matrix 1
2
(B +BT ).

In [71], a successful application of LTSA to microarray data is reported.

C. Global alignment of linear models

In the previous subsections, we discussed techniques that compute a low-dimensional data

representation by preserving global or local properties of the data. Techniques that perform

global alignment of linear models compute a number of linear models and construct a low-

dimensional data representation by aligning these linear models. In subsubsection IV-C.1 we

present one such technique, viz., LLC.

1) LLC: Locally Linear Coordination (LLC) [68] computes a mixture of factor analyzers

and subsequently performs a global alignment of the mixture of linear models. This process

consists of two steps: (1) computing a mixture of factor analyzers on the data by means of an

Expectation Maximization (EM) algorithm and (2) aligning the linear models in order to obtain

the low-dimensional data representation using a variant of LLE. A similar technique called

manifold charting was proposed in [11].

LLC first constructs a mixture of m factor analyzers using the EM-algorithm [25]. The mixture

of factor analyzers outputs m local data representations zij and corresponding responsibilities

rij (where j ∈ {1, ...,m}) for every datapoint xi. The responsibility rij describes to what extent

8The proof is too extensive for this paper, but can be found in [83].
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datapoint xi corresponds to the linear model j, and satisfies
∑

j rij = 1. Using the linear models

and the corresponding responsibilities, responsibility-weighted data representations uij = rijzij

are computed. The responsibility-weighted data representations uij are stored in a n×mD block

matrix U . The alignment of the linear models is performed based on U and on a matrix M that

is given by M = (I −W )T (I −W ). Herein, the matrix W contains the reconstruction weights

computed by LLE (see subsubsection IV-B.1), and I denotes the n × n identity matrix. LLC

aligns the linear models by solving the generalized eigenproblem

Av = λBv (23)

for the d smallest nonzero eigenvalues9. In the equation, A is the inproduct of MTU and B

is the inproduct of U . The d eigenvectors vi form a matrix L, that can be shown to define a

linear mapping from the responsibility-weighted data representation U to the underlying low-

dimensional data representation Y . The low-dimensional data representation is thus obtained by

computing Y = UL.

V. CHARACTERIZATION OF THE TECHNIQUES

In the previous two sections, we provided an overview of techniques for dimensionality

reduction. This section evaluates the techniques by four theoretical characterizations. First, we

evaluate four general properties and underlying assumptions of the techniques (subsection V-A).

Second, we evaluate the computational complexities of the techniques, as well as their memory

complexities (subsection V-B). Third, the out-of-sample extension of the techniques is discussed

(subsection V-C). Fourth, we evaluate the exploitation of class label information by techniques for

dimensionality reduction (subsection V-D). In all evaluations, we do not take MDS into account,

because MDS does not represent one, but a collection of metric and nonmetric techniques.

A. General properties

Table I lists four general properties of the techniques that are of relevance to: (1) whether

the technique assumes the data to be sampled dense, (2) whether proximities can be used as

inputs instead of the data itself, (3) whether the optimization problem is convex, and (4) the free

9The derivation of this eigenproblem can be found in [68].
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Technique Dense Proximity Convexity Parameters

PCA/LDA no no yes none

Isomap yes yes yes k

Kernel PCA no no yes κ(·, ·)
Diffusion maps no yes yes σ, t

Autoencoders no no no net size

LLE yes no yes k

Laplacian Eigenmaps yes yes yes k, σ

Hessian LLE yes no yes k

LTSA yes no yes k

LLC yes no no m, k

TABLE I

PROPERTIES OF TECHNIQUES FOR DIMENSIONALITY REDUCTION.

parameters that have to be optimized. We briefly discuss the four general properties below.

First, the general properties described in Table I reveal that all techniques for dimensionality

reduction that employ a neighborhood graph require that the data are sampled dense, because

of the local linearity assumption these techniques are submitted to. Dense sampling indicates

that the local linearity assumption is valid (to a certain extent) with respect to the curvature and

dimensionality of the manifold. This property is a disadvantage, because in realistic applications

the amount of data is often scarce. As a result, nonlinear techniques that employ neighborhood

graphs in the dimensionality reduction are likely to have low performance on data that is poorly

sampled.

Second, Table I reveals that some nonlinear techniques allow for using proximities as input. The

property of allowing proximities as inputs extends the variety of tasks in which the technique

is applicable to, e.g., tasks where the data is discrete but a proper distance metric exists. In this

respect, some nonlinear techniques have an advantage over linear techniques for dimensionality

reduction.

Third, Table I reveals that most techniques for dimensionality reduction optimize a convex cost

function, which is advantageous, because it allows for finding the global optimum of the cost

function. Because of their nonconvex cost functions, LLC and autoencoders may suffer from

getting stuck in local optima.

Fourth, Table I shows that the nonlinear techniques for dimensionality reduction all have free

parameters that have to be optimized. By free parameters, we mean parameters that directly

influence the cost function that is optimized. The reader should note that iterative techniques
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for dimensionality reduction have additional free parameters such as the learning rate and

the maximum number of iterations. Not surprisingly, Table I shows that linear techniques for

dimensionality reduction have an advantage over nonlinear techniques with respect to the number

of free parameters, because the selection of proper parameters is a problem in itself.

Taken together, Table I shows that nonlinear techniques for dimensionality reduction have one

or more disadvantageous general properties compared to linear techniques. In contrast, some

nonlinear techniques have the advantage of allowing proximities as input.

B. Computational complexity

The computational complexity of a dimensionality reduction technique is of importance to its

applicability. If the memory or computational resources necessary grow too large, application

becomes infeasible. The computational complexity of a dimensionality reduction technique is

determined by the number of datapoints n, the original dimensionality D, the target dimension-

ality d, and by parameters such as the number of nearest neighbors k (for techniques based on

neighborhood graphs) and the number of iterations i (for iterative techniques). In Table II, we

provide an overview of the computational and memory complexities of the main parts of the

techniques. In the table, p denotes the ratio of nonzero elements in a sparse matrix, m indicates

the number of models in a mixture of factor analyzers, and w is the number of weights in a

neural network. Below, the complexities in Table II are clarified.

The computation of the covariance matrix required in both PCA and LDA has a computational

complexity of O(nD). The eigenanalysis of the D×D covariance matrix required is performed

using a power method in O(D3). Because PCA and LDA store a D×D covariance matrix, their

memory complexity is O(D2).

Isomap, diffusion maps, and Kernel PCA perform an eigenanalysis of an n × n matrix using

a power method in O(n3). Isomap performs n additional nearest neighbor searches, which

has computational complexity O(Dn log n) [41], and it performs Dijkstra’s algorithm on the

neighborhood graph in O(nk + n log n) (using a Fibonacci heap implementation). Diffusion

maps, and Kernel PCA perform an additional kernel computation in O(Dn2) (for the Gaussian

kernel). Because Isomap, diffusion maps, and Kernel PCA store a full n× n kernel matrix, the

memory complexity of these techniques is O(n2).

In contrast to the spectral techniques discussed above, autoencoders are iterative. Training an
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autoencoder using backpropagation is performed in O(inw). The training of autoencoders may

converge very slowly, especially in cases where the input and target dimensionality are very

high (since this yields a high number of weights in the network). The memory complexity of

an autoencoder is O(w).

Similar to, e.g., Kernel PCA, local techniques for dimensionality reduction perform an eigen-

analysis of an n × n matrix. However, for local techniques the n × n matrix is sparse. The

sparsity of the matrices is beneficial, because it lowers the computational complexity of the

eigenanalysis. Eigenanalysis of a sparse matrix (using Arnoldi or Jacobi-Davidsson methods)

has computational complexity O(pn2), where p is the ratio of nonzero to zero elements in the

sparse matrix. For LLE and Laplacian Eigenmaps, the value of p is typically lower than for

Hessian LLE and LTSA, making the former methods computationally less intensive. In addition

to the eigenanalysis of the sparse weight matrix, LLE, Laplacian Eigenmaps, Hessian LLE, and

LTSA construct a nearest neighbor graph in O(Dn log n). Furthermore, LLE solves n systems

of linear equations of size k × k in O(nk3). Laplacian Eigenmaps perform a sparse Gaussian

kernel computation in O(pnD). Hessian LLE and LTSA compute the eigendecomposition of

n matrices with size k × k in O(nk3). In addition, Hessian LLE performs n Gram-Schmidt

orthogonalizations of a k ×D matrix, which has computational complexity O(nkD2).

LLC is a technique that incorporates both an iterative and an spectral part. First, LLC performs

the EM-algorithm for i iterations in order to construct a mixture of m factor analyzers. Hence,

the computational complexity of this part is bounded by O(imD3). Subsequently, LLC performs

the identification of k nearest neighbors in O(n log n), and it solves a generalized eigenproblem

of size k × k in O(pk2). Because the EM algorithm stores data representations for m factor

analyzers, the memory complexity of LLC is O(mnd).

From the evaluation of the computational and memory complexity of techniques for dimen-

sionality reduction above, we observe nonlinear techniques to have computational disadvantages

compared to linear techniques (if we assume that D < n). Furthermore, a number of nonlinear

techniques suffer from a memory complexity that is square with the number of datapoints n.

Attempts to reduce the computational and/or memory complexities of nonlinear techniques have

been proposed for, e.g., Isomap [18] and Kernel PCA [72].
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Technique Computational Memory

PCA/LDA O(nD) + O(D3) O(D2)

Isomap O(Dn log n) + O(nk + n log n) + O(n3) O(n2)

Kernel PCA O(Dn2) + O(Dn3) O(n2)

Diffusion maps O(Dn2) + O(n3) O(n2)

Autoencoders O(inw) O(w)

LLE O(Dn log n) + O(nk3) + O(pn2) O(pn2)

Laplacian Eigenmaps O(Dn log n) + O(pnD) + O(pn2) O(pn2)

Hessian LLE O(Dn log n) + O(nk3) + O(nkD2) + O(pn2) O(pn2)

LTSA O(Dn log n) + O(nk3) + O(pn2) O(pn2)

LLC O(imD3) + O(Dn log n) + O(pk2) O(mnd)

TABLE II

COMPUTATIONAL AND MEMORY COMPLEXITIES.

C. Out-of-sample extension

For the linear techniques PCA and LDA, the out-of-sample extension (i.e., how to embed a

new datapoint in the low-dimensional space) is straightforward. In PCA and LDA, the out-of-

sample extension is computed by multiplying the new datapoint with the linear mapping matrix

M . A similar approach is also viable for Kernel PCA. For autoencoders, out-of-sample extension

can readily be performed, since the trained network defines the transformation from the high-

dimensional to the low-dimensional data representation.

For the other nonlinear dimensionality reduction techniques the out-of-sample extension is not

straightforward. A method for the out-of-sample extensions of Isomap, LLE, and Laplacian

Eigenmaps has been presented [8] in which the techniques are redefined in the Kernel PCA

framework, thereby allowing for out-of-sample extension. Similar methods for the out-of-sample

extension of Isomap are proposed in [14], [18]. An estimation method for out-of-sample extension

that can be applied to all nonlinear dimensionality reduction techniques is proposed in [48]. The

method finds the nearest neighbor of the new datapoint in the high-dimensional representation,

and computes the linear mapping from the nearest neighbor to its corresponding low-dimensional

representation. The low-dimensional representation of the new datapoint is found by applying

the same linear mapping on this datapoint.

From the evaluation above, we observe that linear and nonlinear techniques for dimensionality

reduction are similar in that they allow for out-of-sample extension. However, for a number of

nonlinear techniques, out-of-sample extension can only be performed using estimation methods,

which leads to estimation errors in the out-of-sample extension.
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D. Supervision

In many real-world applications, supervised learning settings are required. The extent to

which dimensionality reduction techniques support supervised learning is of importance for

such applications. Techniques for dimensionality reduction can exploit the information in the

class labels by means of the Fisher criterion (as is done in LDA). In Generalized Discriminant

Analysis [3], the Fisher criterion is maximized in a high-dimensional space constructed by a

kernel function (similar to Kernel PCA), thereby allowing for nonlinear mappings. An attempt

to incorporate the Fisher criterion in a variant of MDS is proposed in [84]. However, the method

presented in [84] suffers from the difficulty of minimizing a complex nonconvex cost function,

leading to inferior results. In [60], a supervised variant of autoencoders is claimed to have a

strong performance. Attempts to exploit class labels in local nonlinear techniques have been

proposed for LLE [17] and LTSA [48]. In both techniques, the similarity matrix ∆ is replaced

by a similarity matrix ∆′ that contains information on both the local properties of the data and

on the class labels of the datapoints. A drawback of this approach is that it does not allow for

proper out-of-sample extension.

From the evaluation above, we observe that linear and nonlinear are similar in that they allow for

exploiting the class labels of the data. The Fisher criterion can be maximized in nonlinear tech-

niques, and supervised autoencoders are claimed to perform strongly on certain tasks. However,

attempts to incorporate supervision into local nonlinear techniques are generally inapplicable

due to the lack of a proper out-of-sample extension.

VI. EXPERIMENTS

In the previous section, we evaluated theoretical properties of the linear and nonlinear tech-

niques for dimensionality reduction. We showed that linear techniques for dimensionality reduc-

tion have advantages over nonlinear techniques with respect to one or more of the following five

properties: (1) underlying assumptions, (2) number of free parameters, (3) computational com-

plexity, (4) out-of-sample extension, and (5) supervision. In this section, a systematic empirical

comparison of the performance of linear and nonlinear techniques for dimensionality reduction is

performed. We perform the evaluation by measuring generalization errors in classification tasks

on two types of datasets: (1) artificial datasets and (2) natural datasets.

The setup of our experiments is described in subsection VI-A. In subsection VI-B, the results of
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our experiments on seven artificial datasets are presented. Subsection VI-C presents the results

of the experiments on seven natural datasets.

A. Experimental setup

In our experiments, we apply the techniques for dimensionality reduction on the high-dimensional

representation of the data, and evaluate the generalization performance of various classifiers on

the obtained low-dimensional representation of the data. Our motivation for this classification-

based evaluation of the techniques instead of one based on measuring reconstruction errors is

that for most natural tasks, the true low-dimensional data representation is unknown.

We performed experiments on seven artificial datasets and seven natural datasets. The artificial

datasets on which we performed experiments are: (1) the Swiss roll dataset, (2) the stretched

Swiss roll dataset, (3) the broken Swiss roll dataset, (4) the helix dataset, (5) the twin peaks

dataset, (6) the clusters dataset, and (7) the intersecting dataset. Figure 3 shows plots of the

seven artificial datasets. Datapoints belonging to the same class are assigned the same colors.

All artificial datasets (except for the clusters dataset) consist of 20,000 samples. The clusters

dataset consists of 3,000 samples. The results of the experiments on the artificial datasets allow

for investigating how the techniques perform on datasets with changing curvature of the manifold,

holes in the manifold, intersections in the manifold, and how the techniques deal with the presence

of a number of small manifolds.

For our experiments on natural datasets, we selected seven datasets that represent tasks from

a variety of domains: (1) the MNIST dataset, (2) the COIL20 dataset, (3) the ADA dataset, (4)

the GINA dataset, (5) the HIVA dataset, (6) the NOVA dataset, and (7) the SYLVA dataset. The

MNIST dataset is a dataset of 60,000 handwritten digits of which we randomly selected 20,000

digits for our experiments. Since the images in the MNIST dataset have size 28× 28, they can

be considered as points in a 784-dimensional space. The COIL20 dataset contains images of 20

different objects, depicted from 72 viewpoints. The size of the images is 32× 32 pixels, leading

to a 1,024-dimensional space. The ADA, GINA, HIVA, NOVA, and SYLVA datasets are binary

classification datasets, which are used in a recent NIPS benchmark competition. The ADA dataset

originates from the marketing domain, and consists of 4,147 datapoints in a 48-dimensional space.

The GINA dataset is a handwriting recognition dataset that has 3,153 datapoints described by

970 features. The HIVA dataset is a chemical dataset with 3,845 datapoints in 1,617 dimensions.
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(a) Swiss roll. (b) Stretched Swiss roll. (c) Broken Swiss roll. (d) Helix.

(e) Twinpeaks. (f) Clusters. (g) Intersecting.

Fig. 3. Artificial datasets.

The NOVA dataset is a text classification dataset with 1,754 samples in a 16,969-dimensional

space. The SYLVA dataset originates from the ecology domain and consists of 13,086 datapoints

with 216 dimensions. The results of the experiments on the natural datasets provide insight into

how techniques for dimensionality reduction perform on real-world datasets.

On the artificial datasets, we performed experiments using the linear discriminant classifier. The

choice for the linear discriminant classifier is motivated by the knowledge that all class boundaries

in the artificial datasets are linear (in the high-dimensional data representation). On the natural

datasets, we performed experiments with five classifiers: (1) the 1-nearest neighbor classifier, (2)

the linear discriminant classifier, (3) the quadratic discriminant classifier, (4) the naive Bayes

classifier, and (5) the Least Squares Support Vector Machine (LS-SVM). By employing five

different classifiers, we ensure that the selected classifier does not influence the results. The

results of all experiments were obtained using 10-fold cross-validation. The parameter settings

we used in the experiments were determined by hold-out testing in preliminary experiments.

In the experiments, we do not consider out-of-sample extensions of the techniques. We performed

experiments without out-of-sample extension, because the quality of the dimensionality reduction

techniques themselves is our main interest. Furthermore, out-of-sample extension can readily

be performed by adding the new samples to the existing data, performing the dimensionality

reduction, and classifying the test samples in the low-dimensional space.
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Linear Nonlinear

Dataset (d) None PCA LDA Isomap KPCA DM Autoenc. LLE LEM HLLE LTSA LLC

Swiss roll (2D) 1.57% 55.64% 1.54% 1.86% 85.79% 61.94% 63.35% 10.98% 10.20% 1.17% 1.13% 3.42%

Stretched SR (2D) 1.53% 61.74% 1.52% 6.31% 82.31% 71.11% 20.22% 8.42% 12.36% 6.44% 6.42% 61.16%

Broken SR (2D) 1.62% 53.40% 1.61% 2.34% 84.01% 54.19% 56.44% 11.75% 11.84% 1.40% 1.41% 62.80%

Helix (2D) 4.65% 5.18% 6.24% 3.05% 24.87% 5.18% 54.32% 21.65% 3.42% 84.09% 3.88% 16.18%

Twinpeaks (2D) 20.21% 20.21% 20.43% 46.03% 33.02% 7.57% 21.63% 22.58% 46.03% 20.15% 19.92% 34.52%

Clusters (2D) 0.87% 0.89% 0.93% 0.87% 0.93% 0.89% 19.46% 0.87% 1.22% 1.00% 0.96% 0.00%

Intersect (2D) 10.91% 53.54% 10.91% 50.54% 90.43% 53.37% 95.08% 21.35% 55.68% 64.91% 66.02% 73.42%

Average 5.91% 35.80% 6.17% 15.86% 57.34% 36.32% 47.21% 13.94% 20.11% 25.59% 14.25% 35.93%

TABLE III

GENERALIZATION ERRORS ON ARTIFICIAL DATA (USING LINEAR DISCRIMINANT CLASSIFIER).

B. Artificial datasets

In Table III, we present the generalization errors of linear discriminant classifiers trained on

artificial datasets that were processed using the techniques for dimensionality reduction. The

left column indicates the name of the dataset and the dimensionality to which we reduced the

3-dimensional datasets. The best performing technique for each dataset is shown in boldface.

From the results in Table III, we can make five observations. First, we observe there is no single

method that outperforms all other methods on the datasets. In the results of the experiments,

LDA, Isomap, diffusion maps, Hessian LLE, LTSA, and LLC are all superior on selected datasets.

Second, we observe that most nonlinear techniques that employ neighborhood graphs (viz.,

Isomap, LLE, Laplacian Eigenmaps, Hessian LLE, and LTSA) outperform PCA on the artificial

datasets. On the other hand, nonlinear techniques that do not employ neighborhood graphs (viz.,

diffusion maps, Kernel PCA, and autoencoders) perform poorly on datasets such as the Swiss

roll dataset. LLC performs comparable to PCA on the artificial datasets. Third, we observe

that most techniques have severe problems when faced with an intersecting dataset. Except for

LDA, all techniques mix up the classes in the two-dimensional representation of the intersecting

dataset. Fourth, comparison of the results on the stretched Swiss roll dataset with the results

on the normal Swiss roll dataset leads to the observation that LLC suffers severely from the

changing curvature in the stretched Swiss roll dataset. Isomap, Hessian LLE, and LTSA also

suffer somewhat from the changing curvature of the manifold. The results do not show that

the presence of a hole in the data manifold has a negative influence on the performance of the

May 7, 2007 DRAFT



VAN DER MAATEN et al.: DIMENSIONALITY REDUCTION: A COMPARATIVE REVIEW 27

(a) PCA. (b) LDA. (c) Isomap. (d) Kernel PCA.

(e) Diffusion maps. (f) Multilayer autoencoder. (g) LLE. (h) Laplacian Eigenmaps.

(i) Hessian LLE. (j) LTSA. (k) LLC.

Fig. 4. Two-dimensional representations of the Swiss roll dataset.

techniques. Fifth, the results in Table III show that four techniques for dimensionality reduction

achieve good performances on all non-intersecting artificial datasets: (1) LDA, (2) LLE, (3)

Laplacian Eigenmaps, and (4) LTSA.

Figure 4 presents the two-dimensional representations of the Swiss roll dataset constructed by

the dimensionality reduction techniques10. From the depicted representations, we derive three

observations. First, we observe that techniques that do not construct a neighborhood graph of

the data (viz., PCA, LDA, diffusion maps, Kernel PCA, and autoencoders) are not capable of

successfully learning the 2-dimensional structure of the Swiss roll manifold. Second, we observe

that the low-dimensional representations constructed by LLE and Laplacian Eigenmaps contain

global radial distortions, sometimes referred to as folding [11]. These radial distortions cause

non-linearities in class boundaries on the manifold that were originally linear. Third, the plots

reveal that Laplacian Eigenmaps are capable of learning the global structure of the manifold,

but introduce local distortions in the low-dimensional representation of the manifold. The local

10Plots of two-dimensional representations of other datasets are shown on http://www.cs.unimaas.nl/l.vandermaaten
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Linear Nonlinear

Dataset (d) None PCA LDA Isomap KPCA DM Autoenc. LLE LEM HLLE LTSA LLC

MNIST (2D) 69.68% 61.26% 69.43% 59.46% 63.12% 86.92% 67.74% 52.08% 61.11% 77.76% 82.10% 49.85%

MNIST (20D) 69.68% 16.30% 79.06% 11.95% 16.58% 86.92% 50.82% 13.29% 15.15% 90.00% 74.88% 17.33%

COIL20 (2D) 73.97% 44.22% 21.79% 41.50% 48.70% 93.21% 66.14% 57.90% 77.42% 77.40% 71.00% 48.85%

COIL20 (20D) 73.97% 13.27% 0.33% 14.63% 14.64% 91.89% 46.54% 20.96% 17.15% 17.86% 22.93% 15.44%

ADA (11D) 27.22% 20.99% 17.35% 29.09% 22.32% 32.74% 20.49% 25.18% 23.32% 24.81% 24.19% 34.51%

GINA (195D) 42.93% 42.84% 6.84% 44.22% 43.32% 35.61% 49.03% 25.84% 31.39% 49.16% 47.14% 17.91%

HIVA (324D) 11.56% 4.91% 1.58% 23.00% 12.02% 3.79% 9.69% 4.70% 3.76% 4.18% 5.42% 4.05%

NOVA (395D) 27.29% 21.25% 0.01% 28.45% 22.95% 24.47% fail 38.00% 27.55% 31.61% 29.61% 34.15%

SYLVA (44D) 21.44% 3.18% 1.59% 4.62% 5.77% 6.28% 10.02% 15.30% 9.90% 7.24% 6.15% 11.68%

Average 46.42% 25.36% 22.00% 28.55% 27.71% 53.35% 41.16% 28.14% 29.64% 42.23% 40.38% 25.97%

TABLE IV

AVERAGE GENERALIZATION ERRORS ON NATURAL DATASETS (OVER FIVE CLASSIFIERS).

Linear Nonlinear

Dataset (d) None PCA LDA Isomap KPCA DM Autoenc. LLE LEM HLLE LTSA LLC

MNIST (2D) 3.93% 54.92% 52.87% 52.08% 56.95% 84.50% 60.37% 36.84% 44.88% 56.31% 70.96% 38.92%

MNIST (20D) 3.93% 4.38% 38.68% 4.99% 4.45% 81.06% 41.05% 10.14% 6.40% 89.12% 55.06% 8.66%

COIL20 (2D) 0.00% 29.93% 0.14% 23.04% 32.85% 88.33% 49.09% 29.03% 63.40% 65.14% 55.90% 23.06%

COIL20 (20D) 0.00% 0.00% 0.00% 3.76% 0.42% 84.65% 5.49% 10.49% 10.00% 12.08% 5.90% 0.14%

ADA (11D) 16.81% 17.02% 15.92% 24.81% 19.33% 23.46% 17.31% 24.76% 21.41% 24.81% 22.88% 24.13%

GINA (195D) 18.01% 17.54% 5.99% 24.48% 19.95% 12.59% 48.59% 13.83% 16.11% 49.16% 40.03% 14.88%

HIVA (324D) 3.51% 3.51% 1.25% 3.52% 3.43% 3.51% 4.34% 3.51% 3.41% 3.51% 3.51% 3.49%

NOVA (395D) 24.97% 14.54% 0.00% 28.44% 14.03% 10.78% fail 28.79% 24.46% 28.45% 27.42% 28.39%

SYLVA (44D) 1.46% 1.50% 1.15% 3.23% 4.23% 6.15% 5.90% 5.43% 5.84% 6.15% 6.15% 5.73%

Average 8.07% 15.93% 12.89% 18.71% 17.29% 43.89% 31.35% 18.09% 21.77% 37.19% 31.98% 16.38%

TABLE V

BEST GENERALIZATION ERRORS ON NATURAL DATASETS (OF FIVE CLASSIFIERS).

distortions are a consequence of the cost function that is minimized in Laplacian Eigenmaps,

which aims at minimizing the distance between near datapoints in the low-dimensional repre-

sentation of the data.

C. Natural datasets

Table IV presents the average generalization errors we measured on the seven real-world

datasets. The generalization errors are averaged over five classifiers: (1) the 1-nearest neighbor

classifier, (2) the linear discriminant classifier, (3) the quadratic discriminant classifier, (4) the

naive Bayes classifier, and (5) the Least Squares-Support Vector Machine. Table V reports the best
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generalization error of the five classifiers. In the tables, the left column indicates the name of the

dataset and the target dimensionality to which we attempted to transform the high-dimensional

data. Note that for Hessian LLE and LTSA, the dimensionality of the actual low-dimensional

representation is not higher than 12, since we set k = 12. For LDA, the actual dimensionality

of the low-dimensional data representation does not exceed the number of classes minus one.

The best performing technique for a dataset is shown in boldface.

From the results in Table IV and Table V, we make three observations. First, we observe that

the results reveal that the strong performance of nonlinear dimensionality reduction techniques

does not generalize from artificial datasets to natural datasets. On average, the linear techniques

LDA en PCA outperform nonlinear techniques for dimensionality reduction. LLC is the only

nonlinear technique that performs comparable to PCA. Second, the results reveal that Kernel

PCA has a relatively good performance on natural datasets, despite its poor performance on

artificial datasets. This observation even holds for datasets in which manifolds are intuitively

clearly identifiable, such as the COIL20 dataset (because it contains images of rotated objects).

Local nonlinear techniques have an inferior performance on the COIL20 dataset, when compared

to Kernel PCA. Third, we observe that the use of autoencoders is infeasible for datasets with

a high dimensionality D (such as the NOVA dataset). In our experiments, autoencoders failed

to reduce the dimensionality of the NOVA dataset due to a lack of memory (on a server with

32GB RAM).

VII. DISCUSSION

In the previous section, we observed that nonlinear techniques do not outperform linear

techniques for dimensionality reduction on natural datasets, despite their ability to learn the

structure of complex nonlinear manifolds. In this section, we discuss various weaknesses of

nonlinear techniques that explain our experimental results. Our results reveal that nonlinear

techniques for dimensionality reduction that do not employ neighborhood graphs (e.g., Kernel

PCA, diffusion maps, and autoencoders) do not outperform linear techniques on both artificial

and natural datasets. Most likely, this is due to the following four weaknesses of these techniques.

First, kernel-based methods such as Kernel PCA require the selection of a proper kernel function,

which is a nontrivial problem. In general, model selection in kernel methods is performed using

some form of hold-out testing [26], leading to high computational costs. Alternative approaches
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to model selection for kernel methods are based on, e.g., maximizing the between-class margin or

the data variance using semidefinite programming [46], [79]. Second, depending on the selection

of parameters, global techniques for dimensionality reduction may suffer from similar weaknesses

as local techniques (e.g., when a Gaussian kernel with a small value of σ is employed). Third,

techniques with nonconvex cost functions such as autoencoders suffer from slow convergence

and from getting stuck in local minima. Fourth, in [79], it is claimed that the use of the Gaussian

kernel in dimensionality reduction generally leads to a poor performance. This claim is supported

by our experimental results with diffusion maps.

Nonlinear techniques for dimensionality reduction based on neighborhood graphs do not suffer

from the weaknesses discussed above, but were shown to perform poorly on natural datasets.

Most likely, the poor performance on natural datasets is due to the following four weaknesses.

First, there exist theoretical arguments that techniques based on neighborhood graphs suffer

from the curse of dimensionality [7] at the dimensionality of the embedded manifold (i.e., the

intrinsic dimension of the data). For high intrinsic dimensionalities, the number of datapoints that

is necessary to allow a neighborhood graph to correctly characterize the data grows exponentially.

Obviously, for artificial datasets with low intrinsic dimensionality, this weakness does not apply.

However, in most real-world tasks, the intrinsic dimensionality of the data is much higher.

Second, local properties of a manifold do not necessarily follow the global structure of the

manifold (as noted in e.g., [10], [58]) in the presence of noise around the manifold. In other

words, local techniques suffer from overfitting on the manifold. This drawback can be overcome

by the construction of a number of linear models, and subsequently aligning these linear models

(as in LLC). In such an approach, the global geometry of the manifold in the low-dimensional

data representation is not distorted by overfitting on the manifold. A drawback of the approach in

LLC is that the construction of a mixture of factor analyzers is performed using an EM algorithm.

EM algorithms suffer from local minima and are very sensitive to outliers [16]. Furthermore,

global alignment of linear models requires careful optimization of the number of linear models

that is used (in addition to the optimization of the parameters of the linear models). Third, local

methods for dimensionality reduction suffer from folding [11]. Folding is caused by a value of

k that is too high with respect to the sampling density of (parts of) the manifold. Folding causes

the local linearity assumption to be violated, leading to radial or other distortions. In real-world

datasets, folding is likely to occur because the sampling density of the data is not equal for
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the entire manifold (e.g., because the prior is not uniformly distributed over the manifold). An

approach that might resolve this problem is adaptive neighborhood selection. Techniques for

adaptive neighbor selection are presented in, e.g., [51], [61], [77]. Fourth, a problem of local

techniques for dimensionality reduction is their sensitivity to outliers [13]. In local techniques

for dimensionality reduction, outliers are connected to their k nearest neighbors, even when

they are very distant. As a consequence, outliers degrade the performance of local techniques

for dimensionality reduction. A possible approach to resolve this problem is the usage of an

ε-neighborhood. In an ε-neighborhood, datapoints are connected to all datapoints that lie within

a sphere with radius ε. Another approach to overcome the problem of outliers is preprocessing

the data in order to remove outliers from the data [55], [82].

The empirical results in the paper agree with those of studies reported in the literature. On selected

datasets, nonlinear techniques for dimensionality reduction outperform linear techniques [54],

[71], but on many other natural datasets, nonlinear techniques for dimensionality reduction are

reported to perform poorly [27], [38], [39], [49]. Future work should aim on improving the results

of nonlinear techniques. Most importantly, the susceptibility to the curse of dimensionality and

the sensitivity to noise of techniques for dimensionality reduction based on neighborhood graphs

have to be overcome. These problems might be addressed by the design of new techniques

that share information about the global geometry of the data manifold between a number of

models [7]. The relatively good performance of LLC in our experiments with natural datasets

support this claim. Future work should address problems with local minima in the construction

of mixtures of linear models in LLC.

VIII. CONCLUSIONS

The paper presented a review and comparative study of techniques for dimensionality reduc-

tion. From the results obtained, we may conclude that nonlinear techniques for dimensionality

reduction are not yet capable of outperforming linear techniques for dimensionality reduction,

despite their increased modelling power. In the future, we foresee the development of nonlinear

techniques that represent the geometry of the data manifold in a number of linear models.

Techniques based on global alignment of linear models such as LLC form a good step towards

this aim, as the results of our experiments on natural datasets suggest.
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